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IX LIS SRR 2 EPFRE sql kA core Y org.apache.spark.sql.sources.v2 B2 H , FE—
BFEENHBLZRIEZT |, B2WEE. ¥ EMHANZEIEFRZH., NLENEBEREBLRLE
fETLAE L |, Data Source API V2 XHHXE., REIES. HULALIEEE (Lban KafkaSource
FMAAZEIXNT ) LK ContinuousRead ( continuous stream processing ) FZ#5iE,

£ reader &82MEE SupportsPushDownFilters, SupportsPushDownRequiredColumns, Suppo
rtsReportPartitioning, SupportsReportStatistics LA SupportsScanColumnarBatch , %353 iz
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AT {ER Data Source API V2 , {15 E=2EE(£EMZE Data Source API V2
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package com.iteblog.mysq|

import org.apache.spark.sql.sources.v2.reader.DataSourceReader
import org.apache.spark.sql.sources.v2.{DataSourceOptions, DataSourceV2, ReadSupport}
import scala.collection.JavaConverters._

class DefaultSource extends DataSourceV2 with ReadSupport{
override def createReader(options: DataSourceOptions): DataSourceReader = {
MySQLSourceReader(options.asMap().asScala.toMap)
}
}

BHANIENX T — DefaultSource 92 , LI Y ReadSupport #1 , F#F3 DataSourceV2
tRCIXZE— Data Source API V2 HJ#2F5, i¥& , Data Source API V2 FUfE 4L HL
ReadSupport ¢ WriteSupport

FEOPHN— 1R, DARIZNENEE, XEHATEERNL , F(IRLI T ReadSupport
O,

KR MySQL fEXIR(F

BUIEFAILIL T ReadSupport ##M , HFEE T createReader ik, XEFRNEZL
DataSourceReader ZEOBXHIR{E , 80T :
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package com.iteblog.mysq|
import java.util

import org.apache.spark.sql.catalyst.InternalRow

import org.apache.spark.sql.execution.datasources.jdbc.{{DBCOptions, JDBCRDD}

import org.apache.spark.sql.sources.{EqualTo, Filter, GreaterThan, IsNotNull}

import org.apache.spark.sql.sources.v2.reader.{DataSourceReader, InputPartition, SupportsPu
shDownfFilters, SupportsPushDownRequiredColumns}

import org.apache.spark.sql.types.StructType

import scala.collection.mutable.ArrayBuffer
import scala.collection.JavaConverters._

case class MySQLSourceReader(options: Map[String, String]) extends DataSourceReader {

var requiredSchema: StructType = {
val jdbcOptions = new JDBCOptions(options)
JDBCRDD.resolveTable(jdbcOptions)

}

override def readSchema(): StructType = {
requiredSchema

}

override def planInputPartitions(): util.List[InputPartition[InternalRow]] = {
List[InputPartition[InternalRow]l(MySQLInputPartition(requiredSchema, options)).asjava
}
}

DataSourceReader #ZOFKAFEE S FISLI readSchema F1 planInputPartitions /55% , 23R
RNEFFEZIRNIEXER , URBNM D XiFS RZEEESE, MONRFEEETLIER ,
ERUREASTUF—EEFTH , JIFEEXRNHNE ? %88 , BHF DataSource V2

B , BAISTLATEX AN SupportsPushDownFilters, SupportsPushDownRequiredColumn
s. SupportsReportPartitioning EEXHIEH , TEMEFIT :

package com.iteblog.mysq|
import java.util
import org.apache.spark.sql.catalyst.InternalRow

import org.apache.spark.sql.execution.datasources.jdbc.{JDBCOptions, JDBCRDD}
import org.apache.spark.sql.sources.{EqualTo, Filter, GreaterThan, IsNotNull}
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import org.apache.spark.sqgl.sources.v2.reader._
import org.apache.spark.sql.types.StructType

import scala.collection.mutable.ArrayBuffer
import scala.collection.JavaConverters._

case class MySQLSourceReader(options: Map[String, String])
extends DataSourceReader with SupportsPushDownRequiredColumns with SupportsPushDo
wnFilters {

val supportedFilters: ArrayBuffer[Filter] = ArrayBuffer[Filter]()

var requiredSchema: StructType = {
val jdbcOptions = new JDBCOptions(options)
JDBCRDD.resolveTable(jdbcOptions)

}

override def readSchema(): StructType = {
requiredSchema

}

override def planInputPartitions(): util.List[InputPartition[InternalRow]] = {
List[InputPartition[InternalRow]l(MySQLInputPartition(requiredSchema, supportedFilters.to
Array, options)).asjava

}

override def pushFilters(filters: Array[Filter]): Array[Filter] = {
if (filters.isEmpty) {
return filters

}

val unsupportedFilters = ArrayBuffer[Filter]()

filters.foreach {
case f: EqualTo => supportedFilters +=f
case f: GreaterThan => supportedFilters += f
case f: IsNotNull => supportedFilters += f
case f@_=> unsupportedFilters +=f

}

unsupportedFilters.toArray

}

override def pushedFilters(): Array[Filter] = supportedFilters.toArray

override def pruneColumns(requiredSchema: StructType): Unit = {
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this.requiredSchema = requiredSchema

}
}
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hEEFEAZING , tban select id, name from iteblog where age > 10 and state != 1 iX%% SQL
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FR MU T LA |, XEMTLHESIE S ER 2L |, XBEELL DataSource V1 hiRZARHY
PrunedFilteredScan EXRERZ, RUMBFNIFTER limit T , HNRFEEN —PNEMNTF
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MXERN—M DX, FE—1 Task
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List[InputPartition[InternalRow]](MySQLInputPartition(requiredSchema,
supportedFilters.toArray, options)).asjava,
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package com.iteblog.mysq|
import java.sql.{DriverManager, ResultSet}

import org.apache.spark.sql.catalyst.InternalRow

import org.apache.spark.sql.catalyst.util.DateTimeUtils

import org.apache.spark.sql.jdbc.JdbcDialects

import org.apache.spark.sql.sources.{EqualTo, Filter, GreaterThan, IsNotNull}

import org.apache.spark.sql.sources.v2.reader.{InputPartition, InputPartitionReader}
import org.apache.spark.sql.types._

import org.apache.spark.unsafe.types.UTF8String

case class MySQLInputPartition(requiredSchema: StructType, pushed: Arrayl[Filter], options: M
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ap[String, String])
extends InputPartition[InternalRow] {

override def createPartitionReader(): InputPartitionReader[InternalRow] =
MySQLInputPartitionReader(requiredSchema, pushed, options)
}

case class MySQLInputPartitionReader(requiredSchema: StructType, pushed: Array[Filter], opti
ons: Map[String, String])
extends InputPartitionReader[InternalRow] {

val tableName: String = options("dbtable")
val driver: String = options("driver")
val url: String = options("url")

def initSQL: String = {
val selected = if (requiredSchema.isEmpty) "1" else requiredSchema.fieldNames.mkString(","

)

if (pushed.nonEmpty) {
val dialect = JdbcDialects.get(url)
val filter = pushed.map {
case EqualTo(attr, value) => s"${dialect.quoteldentifier(attr)} = ${dialect.compileValue(valu
e)}ll
case GreaterThan(attr, value) => s"${dialect.quoteldentifier(attr)} > ${dialect.compileValue
(value)}"
case IsNotNull(attr) => s"${dialect.quoteldentifier(attr)} IS NOT NULL"
}.mkString(" AND ")

S"SELECT $selected FROM $tableName WHERE $filter"
} else {
S"SELECT $selected FROM $tableName"
}
}

val rs: ResultSet = {
Class.forName(driver)
val conn = DriverManager.getConnection(url)
printIn(initSQL)
val stmt = conn.prepareStatement(initSQL, ResultSet. TYPE_FORWARD_ONLY, ResultSet. CONC
UR_READ_ONLY)
stmt.setFetchSize(1000)
stmt.executeQuery()

}

override def next(): Boolean = rs.next()
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override def get(): InternalRow = {
InternalRow(requiredSchema.fields.zipWithIndex.map { element =>
element._1.dataType match {
case IntegerType => rs.getInt(element._2 + 1)
case LongType => rs.getLong(element._2 + 1)
case StringType => UTF8String.fromString(rs.getString(element._2 + 1))
case e: DecimalType => val d = rs.getBigDecimal(element._2 + 1)
Decimal(d, d.precision, d.scale)
case TimestampType => val t = rs.getTimestamp(element._2 + 1)
DateTimeUtils.fromJavaTimestamp(t)
}
¥ %)
}

override def close(): Unit = rs.close()

}

B9 XENERESLH InputPartitionReader 2O/ , ARITLUEE , XEEHREEILEDN
MySQL &1 SQL jI#t#% , LARIKAIFERT SR MySQL

HIREWT A, FANRFTLIELHER SQL # where
FHEENRSHMNNE T THIZE | M select BPO I RAIRIFIEZLED.

{5 F§ DataSource V2

ZiXE , 12L& DataSource V2 API EX T —/MEE MySQL BUZEEE , RNTLUKIESR
Spark ZEE—1FERIXMNERE , WF

val df = spark.read
format("com.iteblog.mysql")
.option("url", url)
.option("dbtable", "search_info")
.option("driver", "com.mysql.jdbc.Driver")
Joad().filter("id > 10")

df.explain(true)

X5 SQLIRBEERE
select , FRLASEREIRFAER?S] , FEUARNBESIFRTEEFTH#H , Frlklid>10
X izEs FER MySQL imHATHY , BT WIA0T
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== Parsed Logical Plan ==

'Filter ('id > 10)

+- RelationV2 DefaultSource[ID#0, ip#1, count#2, times#3, total#4] (Options: [dbtable=search_
info,driver=com.mysql.jdbc.Driver,url=*********(redacted),paths=[]])

== Analyzed Logical Plan ==

ID: decimal(20,0), ip: string, count: int, times: timestamp, total: decimal(20,0)

Filter (cast(id#0 as decimal(20,0)) > cast(cast(10 as decimal(2,0)) as decimal(20,0)))

+- RelationV2 DefaultSource[ID#0, ip#1, count#2, times#3, total#4] (Options: [dbtable=search_
info,driver=com.mysql.jdbc.Driver,url=*********(redacted),paths=[]])

== Optimized Logical Plan ==

Filter (isnotnull(id#0) && (id#0 > 10))

+- RelationV2 DefaultSource[ID#0, ip#1, count#2, times#3, total#4] (Options: [dbtable=search_
info,driver=com.mysql.jdbc.Driver,url=*********(redacted),paths=[]])

== Physical Plan ==

*(1) Project [ID#0, ip#1, count#2, times#3, total#4]

+- *(1) ScanV2 DefaultSource[ID#O0, ip#1, count#2, times#3, total#4] (Filters: [isnotnull(id#0), (i
d#0 > 10)], Options: [dbtable=search_info,driver=com.mysql.jdbc.Driver,url=*********(redact
ed),paths=[]])

M EETTLLEMIES] id > 10 B2 TH#ET , W Filters: [isnotnull(id#0), (id#0 >
10)], XFRIHHZH>REI SQL A

SELECT ID,ip,count,times,total FROM search_info WHERE "id " IS NOT NULL AND "id" > 10

EE T FERNE

val df = spark.read
format("com.iteblog.mysql")
.option("url", url)
.option("dbtable", "search_info")
.option("driver", "com.mysql.jdbc.Driver")
Jload().filter("id > 10 and count >= 10").select("id", "ip")
df.explain(true)
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== Parsed Logical Plan ==
'Project [unresolvedalias('id, None), unresolvedalias('ip, None)]
+- Filter ((cast(id#0 as decimal(20,0)) > cast(cast(10 as decimal(2,0)) as decimal(20,0))) && (coun
t#2 >=10))

+- RelationV2 DefaultSource[ID#0, ip#1, count#2, times#3, total#4] (Options: [dbtable=searc
h_info,driver=com.mysql.jdbc.Driver,url=*********(redacted),paths=[]])

== Analyzed Logical Plan ==
id: decimal(20,0), ip: string
Project [id#0, ip#1]
+- Filter ((cast(id#0 as decimal(20,0)) > cast(cast(10 as decimal(2,0)) as decimal(20,0))) && (coun
t#2 >=10))

+- RelationV2 DefaultSource[ID#0, ip#1, count#2, times#3, total#4] (Options: [dbtable=searc
h_info,driver=com.mysql.jdbc.Driver,url=*********(redacted),paths=[]])

== Optimized Logical Plan ==
Project [id#0, ip#1]
+- Filter (((isnotnull(id#0) && isnotnull(count#2)) && (id#0 > 10)) && (count#2 >= 10))
+- RelationV2 DefaultSource[ID#0, ip#1, count#2, times#3, total#4] (Options: [dbtable=searc
h_info,driver=com.mysql.jdbc.Driver,url=*********(redacted),paths=[]])

== Physical Plan ==
*(1) Project [id#0, ip#1]
+- *(1) Filter (count#2 >=10)

+- *(1) ScanV2 DefaultSource[ID#0, ip#1, count#2] (Filters: [isnotnull(count#2), isnotnull(id#
0), (id#0 > 10)], Options: [dbtable=search_info,driver=com.mysql.jdbc.Driver,ur|=*********(re
dacted),paths=[]])

ML Physical Plan ILAEY , count#2 >= 10 XM FHSEEZIEERERIT , LAERA1X/M
FEEKELMATFETFEFNTH. KAFENERT select , HEIEET id, ip

5, BINERBHE MySQL I , FRLASRIT REEFRE id, ip LA count

=3B , sxEHHEERI SQLIIT :

SELECT ID,ip,count FROM search_info WHERE “count™ IS NOT NULL AND “id" IS NOT NULL AN
D id" >10

%7 , DataSource APIV2 #J demo ZEiIXEFNMAMNEARZ T, BEl DataSource API V2
BEAMTEN S |, RNEIMAR API IEEFIXBENEMA—E |, bl Spark 2.3.x X350 XA API
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= createDataReaderFactories , fg Spark 2.4.x & planInputPartitions , 1#0l SPARK-24073

. [@HT , Apache Spark DataSource API V2 22— MNEEER KR Feature , 2ZARTE Spark 2.3
IRAFEZSINT  BRELAEREZIEREAD , AENSMHEERLNER LEBEET
DataSource API V1 LI ; MELE Apache Spark 2.x lRAF B AZMRIZE , XF Spark
DataSource API V2 WRZRRIFRE M TIELARFTIRETT LA 512 0 SPARK-25186 LAK: SPARK-22386
. Spark DataSource API V2 R&faEM IR FIINELSG SR ESEKF Apache Spark 3.0.0
IRA—#e &% , HBE R Apache Spark 3.0.0 iR AHI—KFIHEE,

AEEXERFHER , 25E2HE) |
REIXERRBIFICIZAEIE (IEILZ) B |, REF TG,
A [ ()

10/10


https://www.iteblog.com/redirect.php?url=aHR0cHM6Ly9pc3N1ZXMuYXBhY2hlLm9yZy9qaXJhL2Jyb3dzZS9TUEFSSy0yNDA3Mw==&article=true
https://www.iteblog.com/redirect.php?url=aHR0cHM6Ly9pc3N1ZXMuYXBhY2hlLm9yZy9qaXJhL2Jyb3dzZS9TUEFSSy0yNTE4Ng==&article=true
https://www.iteblog.com/redirect.php?url=aHR0cHM6Ly9pc3N1ZXMuYXBhY2hlLm9yZy9qaXJhL2Jyb3dzZS9TUEFSSy0yMjM4Ng==&article=true
https://www.iteblog.com/
http://www.tcpdf.org

